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How often do expert and statistical systems disagree?

Introduction – applying ICH M7 rules to a submission
ICH M7 accepts the use of in silico predictions for mutagenicity where no experimental data
are available; one expert and one statistically-based prediction are accepted together with
expert analysis. This poster suggests best practice in using and presenting such analyses,
including occasions where there is disagreement between models.

We compared predictions for Ames mutagenicity by Derek
Nexus – an expert system – and by Sarah Nexus for the public
and three of the private datasets; the Sarah Nexus predictions
for the public data were from cross validation. Predictions were
considered to agree when Sarah Nexus reported positive and
Derek Nexus reported Probable, Plausible or Equivocal or
where Sarah Nexus was negative and Derek Nexus did not fire
an alert.
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Sarah Nexus – a new statistical approach to mutagenicity
Sarah Nexus has been created by Lhasa Limited with input from the US Food and Drug
Administration (FDA) under a Research Collaboration Agreement in order to facilitate the
identification of potential genotoxic impurities in line with the proposed ICH M7 guidelines.
Sarah Nexus uses a new knowledge discovery and organisation methodology called SOHN
(Self Organising Hypotheses Network) [Hanser et al. 2014].
The key concept underlying the SOHN approach is a hypothesis - a local model that can be
more or less general. A hypothesis expresses a predictive relationship between a given
property of a compound and the studied endpoint. Individual examples in the analysed
dataset are either covered by a given hypothesis (the hypothesis applies to the example) or
they are outside the scope of the hypothesis. Covered examples form the supporting
examples for the given hypothesis and the activity distribution of these examples determines
the predictive value for the hypothesis. Hypotheses are then organised according to their
degree of abstraction from the most generic to the most specific – for example the
increasingly specific pyrroles below, where red indicates predicted mutagenic and green not.

Performance of Sarah Nexus against public and private datasets
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Although expert and machine-learnt decision trees can guide human experts in their conclusions,
supporting evidence and an understanding of the basis of the computer prediction is needed to
make the most informed decisions.
Allyl furoate, below, is experimentally Ames negative; from the decision tree a negative prediction
is concluded but interpretation of the predictions from Derek Nexus and Sarah Nexus allows the
expert to come to a confident conclusion.

The agreement between the Derek Nexus and Sarah Nexus
predictions for mutagenicity ranged from 69 – 84%: so in
general the two models agree.
The balanced accuracy for the concurring predictions ranged
from 62 – 90%: so where the two models agree they are
generally correct.

Can machine-learnt rules support expert analysis of conflicting calls?
A human expert can use their experience to arbitrate
between discordant predictions from different
prediction systems. We have devised an expert
decision tree (DT) to deal with these situations. Where
both systems make a prediction the first steps of the
decision tree are shown below, together with two
examples of its usage.
Additionally, a machinelearning approach has also been used to develop
interpretable decision trees, which show greater
coverage and can be biased to favour greater
sensitivity in the aggregated call.
Performance
measures on Private Dataset 1 for each system and
combinations are shown to the right.

Performance measures for an expert and two
machine-learned decision trees to arbitrate
between predictions of mutagenicity by Derek
Nexus and Sarah Nexus for Private Dataset 1

Derek Nexus fired an alert – but the prediction is equivocal. The comments for the alert say
furans ‘show activity in the Ames test but usually only invoke weak responses, in many cases a
doubling in revertant count is only observed at high doses (>5 mg/plate). Generally, Salmonella
typhimurium TA100 and TA104 appear to be the most sensitive tester strains for the class.’
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The Sarah Nexus prediction is also equivocal under default settings. It includes a positive
hypothesis based on the furan ring. Looking at the examples supporting the hypothesis shows
that the positive prediction comes from nitro furans rather than furoate esters.
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The human expert may conclude that there is little evidence from Derek Nexus and Sarah Nexus
that the compound will be Ames positive.

Sarah Nexus
DT from unweighted dataset

Sometimes a predictive system will have knowledge missing and/or has not learnt a relationship
from its training set. For example the Ames positive hydrogen sulphate shown below has no
associated alert in Derek Nexus and, although Sarah Nexus’ prediction is positive, it is made with
only 1% confidence. The conclusion from the decision tree would therefore be that the
compound is negative. However, investigating the support set for the weakly positive hypothesis
in Sarah Nexus shows examples which the expert might find to be convincing analogues.

Sarah Nexus was trained on a public dataset of 11209 compounds that are evenly
distributed between Ames positive and Ames negative compounds.
Do Derek and
Sarah agree?

Predictions were made during five-fold cross validation of the public dataset and for a series
of highly challenging private external validation datasets, supplied by some of Lhasa
Limited’s member organisations. The private datasets varied in size between 320 and 1718
compounds and all were heavily biased towards Ames negative compounds, with positives
comprising between 4% and 42% of the data.
Coverage was calculated from all
compounds which Sarah Nexus did not
report as out of domain; for the
sensitivity, specificity and balanced
accuracy
compounds
reported
or
predicted as equivocal were excluded.
Sarah Nexus’ coverage of the private
data sets was very high, typically >80%.
The balanced accuracy was fairly
consistent in the range of 60-77%, while
the sensitivity was more varied, ranging
from 36-68%. Predictably, the crossvalidated performance against the public
data was generally better than the
externally validated performance against
the private data.

Selected performance criteria of Sarah Nexus
predictions of mutagenicity for public and
private datasets with default settings
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Private Dataset 1, n= 744, %Positive = 28.2
Private Dataset 2, n = 335, %Positive = 8.3
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Sarah is overall Negative but
has one or more confident
positive hypotheses; Derek is
positive?

Private Dataset 3, n= 437, %Positive = 16.2
Private Dataset 4, n = 986, %Positive = 4.2
Private Dataset 5, n = 1718, %Positive = 13.7
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Sarah Nexus and Derek Nexus are complementary prediction systems that, when used in
combination, achieve improved performance over either system alone and are consistent with
ICH M7
Best practice for using Sarah Nexus in conjunction with Derek Nexus includes consideration of
relative prediction confidences as well the supporting information that accompanies a prediction
Where the two systems agree, their conclusion is usually correct
Where they disagree an expert or machine-learnt decision tree approach can help the user
come to a conclusion
The human expert should always have the final say, using evidence from Sarah Nexus and
Derek Nexus to back up their conclusions
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